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________________________________________________________________

Summary and Purpose of Document

The document proposes an idea for improving the process of identifying tables within BUFR edition 5 and GRIB edtion 3.


________________________________________________________________

ACTION PROPOSED

The team is requested to discuss the issues raised in this document, come to a decision on what (if anything) should be done, and recommend any necessary further actions.

DISCUSSION

In BUFR and GRIB, one needs to consult external tables to obtain the full details needed to pack and unpack data elements.  This is fine in theory as long as everyone agrees on the external tables to be used.  But in practice, for a very long time the tables were maintained in manuals or on WMO's web site in a non-computer readable format, which in the past led to errors when originating centers transcribed this information into a format that could be read for use within their local encoding and decoding software.  WMO has taken steps to address this shortcoming by furnishing later versions of the BUFR and GRIB tables in computer-readable XML; however, some errors remain in these tables, and other problems have been noted in BUFR and GRIB data exchanged on international circuits.

One main problem stems from the casual attitude of many data providers in ensuring that the correct version number of the appropriate tables is encoded in a message.  This version number is currently the only way to know exactly what table was used in encoding the message, so when this value is wrong it can lead to problems for decoders and other end-users of the data.  This was not as much of a problem in earlier years when each successive table version was a superset of all previous versions, but as we all know this is no longer the case, which makes it more imperative to ensure that encoders and decoders of data agree on exactly which table was used.  This puts the onus on originators to ensure that the version number is always properly encoded, but in practice this doesn't always happen.  There are many examples of messages purporting to conform to a particular version of a table but which in fact contain descriptors which did not appear until a later version.  There are also cases where the correct version number may have been used, but the table itself may have contained a typo or other mistake at the originating center which led to wrongly decoded values by receivers of the data.  And consider cases where local descriptors (which have their own version numbers) may have been used without properly incrementing the version number of the local table, or where a validation may have occurred and data began to be exchanged using the next incremental version of a particular table, but an issue was later discovered which led to a revision of the properties of an underlying descriptor within the same version of the table during the validation period.  This can result in a situation where there may no longer be a suitable table available for decoding a particular message, which is especially problematic for data archives upon which researchers and other members of the user community increasingly rely.

Contrast this with the approach of netCDF, where all of the information needed to read and decode a dataset is always encoded within the dataset, or XML where the encoder must conform to a strict schema (often referenced to a well-maintained URL) and cross-referenced against this schema in order to be considered valid.  It is conceivable that a similarly rigorous approach to the  maintenance of BUFR and GRIB table information could lead to greater acceptance of these code forms by other communities as well as better interoperability with other formats.

PROPOSAL

In the new editions of BUFR (edition 5) and GRIB (edition 3), we have an opportunity to improve the situation, not by storing the entire table within each data message, but by adding more rigor to the table identification process.  Unidata has proposed a solution involving a table registry, whereby any producer of data could submit a copy of the table used during encoding, and in return receive a unique tag (e.g. an MD5 checksum hash value) which could then be encoded into the message.  Producers could even incorporate local table information into the same table as their standard descriptors, and in which case the combined table would then receive a single hash tag.  Any receiver of a data message could then unambiguously retrieve the corresponding table by submitting the appropriate hash tag to the same registry, and thereby always ensure they are using the exact same table that was used to encode that particular message.  Unidata has already developed a prototype of this type of registry via a web-based portal.  In practice, end-users would download and keep a local copy of any tables that were to be used often, rather than relying on availability of a web-based resource on a continuous 24x7 basis.  Any common (e.g. WMO standard) tables could be pre-loaded into the registry, and since everything would be delivered in electronic format(s), the opportunities for introduction of human error into the process would be greatly reduced.

More details would obviously need to be thought out, and perhaps a working group established to deal with this issue, but we believe this type of process improvement is worthwhile given the increasing number of data messages exchanged using BUFR and GRIB (e.g. the WMO migration to BUFR) and the need to maintain useful and reliable archives of historical data.  The eventual process would need to be easy-to-use and automated as much as possible to gain wide acceptance.  

